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Abstract
This paper describes research that investigates the structure of human vowel systems through individual learning and self-organization. A population of agents that have to learn to imitate each other has
been implemented. The agents can interact with each other through so-called imitation games: structured exchanges of sounds from which they can learn how to improve their repertoire of sounds. The
architecture of the agents, the way they produce and perceive sounds and the workings of the imitation
game are described in some detail. The results of experiments with artificial agents show that realistic
vowel systems can be learned. Then it is described how the system can be extended to work with real
signals and it is indicated that the results obtained in this way are similar to the ones obtained with the
first system. It is also demonstrated that it is possible to learn vowels from a human speaker. Finally the
relation to other linguistic work into the structure of vowel systems is described.
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1. Introduction
The purpose of the research described in this paper is to investigate the role of self-organisation in explaining the regularities that are found in the sound systems of the world’s languages. This is studied in
a population of agents that develops a system of speech sounds. The agents start out without knowledge
of speech sounds. They can randomly add sounds to their inventories of speech sounds and they can
learn sounds from other agents. Their aim is to be able to imitate the other agents as well as possible.
The learning task of each individual agent is then to find out through linguistic interactions which
sounds the other agents distinguish.
Let us first consider the linguistic aspects of this research. Finding out which sounds another agents
distinguishes is finding out which set of phonemes that agent has. The set of phonemes of a language is
the set of speech sounds that can distinguish meanings of words. For example, the /t/ and the /d/ in
English are phonemes, because they can make a word mean different things: /to/ and /do/ are different
words in English. However, the languages of the world all have different sets of phonemes. For example, Indian languages like Hindi often make distinctions between aspirated and unaspirated sounds,
something which English does not do. For example: /tal/ (beat) contrasts with /thal/ (plate) and /dal/
(lentil) (Ladefoged and Maddieson, 1996). On the contrary, other languages, such as many Australian
aboriginal languages, make no distinction between /t/ and /d/ (Blake and Dixon, 1991: p. 9). For vowels
one can find similar patterns.
A system that finds out which sound variations are able to distinguish meaning and which variations
are not could automatically learn the set of phonemes of a language. Building a system that does this
for all possible speech sounds is a very hard problem that requires a general articulatory speech synthesiser and a realistic model of human speech perception. Although a lot of research has been done on
these subjects (see e.g. Mermelstein 1973, Cooper et al. 1976, Liberman et al. 1976 and Maeda 1989) a
system like this cannot be built in a single step. However, building a system that works only for vowels
is a good first step. It would seem unlikely, from a linguistic point of view that vowel systems can be
studied independently from the phonetic contexts in which the vowels appear, as it is well known from
historical linguistics (Hock, 1991) that vowel changes are conditioned by the speech sounds (especially
other vowels) that surround these vowels. However, there is also evidence that the production of vowels can be considered independently from the production of consonants. Research by Öhman (1966)
has indicated that vowel-consonant-vowel sequences can be modelled as a transition from the first
vowel to the second vowel with the consonantal gesture superimposed. This would mean that vowels
are more or less autonomous from consonants. This indicates that it is possible to investigate vowel
systems in isolation, although by disregarding the influences of phonetic context on change, no accurate model of historical change will be obtained.
Vowel systems (and also consonant systems, but we will not discuss these further) of the languages of
the world show some remarkable recurring structures. Although the human auditory system is able to
make very subtle distinctions between different vowels, we find that usually only a very limited number of the possible vowel distinctions is used, generally maximising the possible distances between the
vowels within a system. For example, if a system has three vowels, they will usually be [i], [a] and [u],
not [i], [e] and [a]. If a system has five vowels, they will usually be [i], [e], [a], [o] and [u]. These vowels happen to be spread out maximally in the available acoustical space. Also if the number of vowels
in a language exceeds nine or so, the number of vowels tends not to be increased further, but other
mechanisms, such as nasalisation or lengthening of the vowels will be used to distinguish them
(Schwartz et al. 1997a). There are good functional explanations of these phenomena, such as articulatory simplicity (Carré, 1995) articulatory distinctiveness (Lindblom et al. 1984, Boë et al. 1995,
Schwartz et al. 1997b) or stability (Stevens, 1989) which we will discuss in somewhat more detail in
the related work section. Although these functional explanations do give us an insight into why vowel
systems are the way they are, they do not tell us how these systems are obtained in a population of language users. No individual language user does an explicit optimisation of the vowel system he or she
uses, but collectively languages seem to prefer optimal vowel systems. This implies that the optimisation is an emergent phenomenon, caused by the fact that all language users have to learn the sound
system under sub-optimal conditions. More optimal sound systems will thus have the advantage.
This idea fits in with the theories of Luc Steels concerning the origins of language. Steels (Steels, 1995,
1997) says that human language is the result of a self-organising process of cultural evolution. The
workings of this process are quite comparable to those of biological, genetic evolution. Both can increase complexity and create innovation. For this to happen variation and selection are needed. In genetics variation is caused by (among other things) mutation, in language it is caused by invention of
new words and expressions, by erosion of already existing ones, or by imperfect imitation (Hopper &
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Traugott 1993, McMahon, 1994, Steels 1997). Selection in biology is determined by the successfulness
in creating offspring; in language it is determined by communicative success. With communicative
success Steels (1995) means the success of achieving your communicative goals (in Steels’ case indicating spatially located objects, in our case imitating the sound of the other speaker) with minimum
effort. We can illustrate how this would work in natural language with an example from the history of
English. At a certain stage, English lost its case marking. This made it more efficient to produce the
language (minimisation of effort), but made it harder to understand (less communicative success), because one could no longer derive from the form of words their function in the sentence. This was remedied by using a fixed word order for indicating the main grammatical functions and by using prepositions to indicate other functions.
A first attempt to test self-organisation in a population of language users as a possible explanation for
the regularities in vowel systems was made by Hervé Glotin and others (Glotin 1995, Glotin and
Laboissière, 1996, Berrah et al. 1996) independently of the theories of Steels. However, their system
was limited by the complexity of their articulatory model which prevented them from doing experiments with sufficiently large populations (their population was limited to five agents). Also, they did
not make a clear separation between inheritance of genetic characteristics across generations and
learning within the agents, so that it was not clear which part of the development of the vowel system
was caused by evolution and which part was caused by learning. Their system will be described in
somewhat more detail in the section on related work.
In the system presented here, a population of agents that do not evolve in any genetic way was used.
The agents try to imitate each other as well as possible by learning each other's sets of vowel sounds.
At the same time they can introduce new vowels (with a low probability) in order to increase the complexity of their sound systems. The agents are able to produce and perceive sounds in a human-like
way. They start out empty, without any knowledge about vowels and without a bias towards any language. Their learning task is to find the vowel phonemes the other agents use by observing and imitating the sounds the other agents produce. They do not only classify the sounds in terms of a given set of
vowels, they also have to find the classes (vowels) in which the sounds should be classified. The only
information the agents can use for this is the actual sounds they observe and a feedback signal that says
whether the imitation was successful or not and that is generated by the agent they are trying to imitate.
By playing imitation games and by creating, copying and shifting vowels according to the success or
failure of the imitation games, the agents eventually develop a set of vowels. All agents will end up
with the same number of vowels and these vowels will sound (approximately) the same for all agents,
so the imitation games will almost always be successful. Furthermore, the sets of vowels that appear
are similar to the sets of vowels one finds in human languages. The process works robustly and works
for a wide range of parameters and levels.
In the next section of this paper, we discuss the organisation of the agents and the imitation game. In
section 3 the results of the imitation games are presented. In section 4, we discuss what has to be
changed in order to use real signals and to learn from human users. In section 5 we give indications
how the system can be extended in different ways, among other things to work with syllables and consonants. In section 6 we discuss related work. In the last section some conclusions and a discussion of
the results are presented.

2. The agents and the imitation game
The agents are equipped with an articulatory synthesiser for production, a model of human hearing for
perception and a prototype list for storage of vowels. The architecture of an agent is illustrated in figure
1. All the elements of the agent were constructed to be as humanlike as possible, in order to make the
results of the research applicable to research in linguistics and in order to make it possible to use the
agents to learn real human vowels.
An agent can be considered a 3-tuple (S, D, V) where S is
Synthesisis
the synthesis function, D is the distance measure and V is the
agent’s set of vowels. The synthesiser function is a function
Control / Non-verbal feedback
S : Ar → Ac , where Ar is the set of possible articulations
Evaluation
and Ac is the set of possible acoustic signals. In the system
Perception
presented in this section the set of possible articulations is
3
the set of tuples (p, h, r) where p, h, r ∈ [0,1] . Parameters p,
h and r are known as the major vowel features (Ladefoged
figure 1 :Agent architecture.
and Maddieson, 1996: ch. 9). They are the vowel position,
height and rounding. Position corresponds (roughly) to the position of the highest point of the tongue in
the front to back dimension, height corresponds to the vertical distance between the highest part of the
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tongue and the roof of the mouth and rounding corresponds to the rounding of the lips. Position zero
means most fronted, height zero means lowest (maximum distance between tongue and roof of mouth)
and rounding zero means that the lips are not rounded at all and thus maximally spread. The parameter
values for the high, front, unrounded vowel [i], such as in “leap” would be (0,1,0). For the high, back
rounded vowel [u], such as in “loop” they would be (1,1,1). For the low, back, unrounded vowel [A]
such as in “father” they would be (1,0,0).
The set Ac of possible outputs of the synthesiser function consists of 4-tuples (F1, F2, F3, F4) where F1,
F2, F3, F4 ∈ R are the first four formant frequencies of the generated vowel. These formant frequencies
correspond to the peaks in the power spectrum of the vowel. They can be used to generate the vowel
acoustically. When agents communicate among each other, they only exchange the formant values, and
do not bother to generate a real signal to reduce the amount of computations needed. They do add a
certain amount of noise, however. This noise consists of randomly shifting the formant frequencies up
or down, according to the following formula:

Noise%


1) Fi ← 1 +
U ( −0.5,0.5)  Fi .
100


In which U(-0.5,0.5) is a random number drawn from the uniform distribution between –0.5 an 0.5,
Noise% is the noise percentage and Fi represents all formants.
The formant frequencies are generated by a three dimensional quadratic interpolation between eighteen
data points that have been generated by a real articulatory synthesiser at the Institut de Communication
Parlée in Grenoble (Maeda, 1989, Vallée , 1994, pp. 162–164). The formant values for [i] would be:
(252, 2202, 3242, 3938), for [u]: (276, 740, 2177, 3506) and for [A]: (703, 1074, 2356, 3486). An important property of the synthesis function is that it is easy to calculate the formant frequencies from the
articulatory description, but that it is very hard to calculate the articulatory description from the acoustic description directly.
With this synthesiser almost all possible basic vowels can be generated. In real speech however, all
kinds of modifications of vowels, such as length, tone and nasalisation can be used. Phoneticians usually consider these modifications “secondary features” (Ladefoged and Maddieson, 1996). The main
characteristics of vowels are determined by the three major features. Secondary features were therefore
not modelled in the research presented here. This simplified the implementation of the synthesis function and the imitation game considerably.
A vowel v is a 4-tuple (ar, ac, s, u), where ar ∈ Ar is the articulatory prototype, ac ∈ Ac is the acoustic
prototype and s, u ∈ N are the success and use scores, (which will be explained with the imitation
game) respectively. The vowels are represented as prototypes, not with necessary and sufficient conditions that define the extent of a vowel. This seemed to be both a realistic and computationally effective
way to represent vowels. When one provides human subjects with a number of stimuli (e.g. changing
formant patterns) that differ continuously in one parameter (e.g. the starting value of one of the formant
frequencies) then the subjects will analyse one range of the parameter as one phoneme (e.g. /d/) and
another range of the parameter as another phoneme (e.g. /g/)(Cooper et al. 1976, Liberman et al. 1976).
There is hardly a region where the subjects are unsure about which phoneme to assign the stimulus to
(although subjects are influenced by context). This indicates that people analyse speech sounds in
terms of prototypes, not in terms of necessary and sufficient conditions. In other parts of language, such
as syntax and semantics prototypes appear to be used as well (Comrie, 1981).
An agent’s vowels are stored in the set V, which we will call the vowel set. When an agent decides it
has encountered a new vowel vnew (we will describe below how and when this is decided), it adds both
the acoustic and the articulatory descriptions of vnew to V: V ← V ∪ vnew . A sound A that that the agent
hears will be compared with the acoustic prototypes acv of the vowels v in its vowel set, and the distance between A and all acv (v ∈ V) is calculated using the distance function D: Ac2→R (which will be
described below). It will then assume that it has recognised the vowel vrec with the minimum distance to
A:

{

}

2) v rec v rec ∈ V ∩ ¬∃v 2 : ( v2 ∈ V ∩ D( A, acv 2 ) < D( A, acv rec ))

It should be stressed that the acoustic representations of the vowels are just stored in order to decrease
the number of calculations needed for vowel recognition. Whenever an agent wants to say a vowel to
another agent, it takes the articulatory prototype from the list and transforms it into an acoustic representation using the synthesis function S; it does not use the acoustic prototype.
The distance measure is different for the two systems described in this paper. We will describe the distance measure for the system that does not work with real signals in this section. The distance measure
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for the system that works with real signals is described in section 4. The distance between two vowels
is determined by using a weighted distance in the F1-F2’ space, where F1 is the frequency of the first
formant (expressed in Bark, a logarithmic frequency scale) and F2’ is the weighted average of the second, third and fourth formants (also expressed in Barks). This distance measure was first defined by
Mantakas et. al (1986) and is also described in some detail in Boë et al. (1995) The weighted average
of the highest three formant frequencies is calculated as follows: if the distance between the second and
third formant is higher than a critical value (chosen to be 3.5 Bark) than F2’ is taken to be the second
formant. If the distance between the second and third formant is less than the critical distance, but the
distance between the second and the fourth formant is more than the critical distance, then F2’ is taken
to be the weighted average of the second and the third formant, where the formants are weighted according to their relative strengths. If the distance between the second and the fourth formant is also less
than the critical distance, then F2’ is taken to be the weighted average of the second and the third formant if the third formant is closer to the second formant than to the fourth. If the third formant is closer
to the fourth, F2’ is taken to be the weighted average of the third and the fourth formant.
As our synthesiser does not calculate the strengths of the formants, another way of calculating the
weighted average had to be used. The weights in our function are not based on the strengths of the formants, but on their distance. This is physically plausible, as the strength of the formants usually drops
as their frequency gets higher, and as the distance to the previous formant gets bigger.
Now two weights can be calculated:
3) w 1 =
4) w2 =

c − ( F3 − F2 )
c

( F4 − F3 ) − ( F3 − F2 )
F4 − F2

Where w1 and w2 are the weights, F1-F4 are the formants in Bark and c is the critical distance.
The value of F2’ can now be calculated as follows:

F2 ,

 (2 − w ) F + w F
1
2
1 3

,
2

′
5) F2 =  w2 F2 + (2 − w2 ) F3
- 1,

2

 (2 − w2 ) F3 + w2 F4 - 1,

2

if F3 − F2 > c
if F3 − F2 ≤ c and F4 -F2>c
if F4 − F2 ≤ c and F3 − F2 < F4 − F3
if F4 − F2 ≤ c and F3 − F2 ≥ F4 − F3

The values of F1 and F2’ for a number of vowels is shown in figure 2. We can see from this figure that
the distribution of the vowels through the acoustic space is quite natural. However, as it is a 2dimensional projection of an essentially 4 dimensional space, not all distances between all phonemes
can be represented accurately. This is especially the case with the distinction rounded-unrounded. Unfortunately this is difficult to avoid in any system.
The distance between two signals, a, b ∈ Ac can now be calculated using a weighted Euclidean distance:
6) D (a, b) =

(F

a
1

− F1b

) + λ (F ′
2

2

a

− F2′b

)

2

The value of the parameter λ is 0.2 for all experiments that will be described.
With the synthesis function and the distance measure that have been described in this section, the
agents can produce and perceive speech sounds in a way that is sufficiently human, so that the results
that are generated with this systems can be compared to the results of research into human sound systems.
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F2’ (Bark)

F1(Bark)
The imitation game was designed for allowing the agents to
17 16 15 14 13 12 11 10 9
8
7
determine the vowels of the other agents and to develop a
0
Unrounded vowels
realistic vowel system. The imitation game is played in a
1
Rounded vowels
population of agents (size 20 in all the experiments prey Þ
i

u 2
sented here). From this population two agents are picked: an

3
initiator and an imitator. The initiator starts the imitation
4
e O  P
o
game by producing a sound that the imitator has to imitate.
F
5
The exact steps of the imitation game are illustrated in table
1. The initiator determines whether the imitation game was
6
successful or not. The imitation game is considered to be
7

 è
A
a
successful if the sound the imitator made was analysed by
è
8
the initiator as the same vowel as with which it started the
game. Note that for the imitation game non-verbal feedback
figure 2: Vowels in F1-F2’ space
is needed to indicate whether the game was a success or a
failure. If one draws the parallel with human communication, the non-verbal feedback can be compared to gesture or facial expression or the failure to achieve a
goal. Making the imitation game dependent on non-verbal communication might seem like introducing
a very unrealistic element in the agents’ learning. To human children it is hardly ever directly indicated
that the sounds they produce are wrong. However, there are more indirect ways of discovering that the
right sound was not used, such as a failure to achieve the desired goal of the communication. But our
imitation game abstracts from this and assumes that a feedback signal is somehow available. Variants
of the imitation game were this non-verbal feedback was disposed with were tried as well. In that case
the agents needed to determine for themselves whether their imitations were sufficiently good. This
was done by checking whether the sound of the imitation and the original sound were closer than a predefined distance. From this variant of the imitation game realistic systems emerged as well. However,
the use of a fixed distance is in contradiction with the openness of the system as to the number of vowels. For systems with less vowels the allowable distance should be bigger than for systems with more
vowels. As we cannot know this beforehand, the distance should be made adaptive. As this was not yet
investigated, the results of this system will not be presented here. We will return to it in the discussion

table 1: Basic organisation of the imitation game.
initiator
If ( V = ∅)
Add random vowel to V
Pick random vowel v from V
uv := uv + 1
Produce signal A1 := acv

imitator

Receive signal A1.
If ( V = ∅ )
Find phoneme( vnew, A1 )
V := V∪vnew
Calculate vrec:

v rec ∈ V ∩ ¬∃v 2 : (v 2 ∈ V ∩ D( A1 , ac v 2 ) < D ( A1 , ac v rec )

Produce signal A2 := acvrec
Receive signal A2.
Calculate vrec:

v rec ∈ V ∩ ¬∃v 2 : ( v 2 ∈ V ∩ D ( A2 , ac v 2 ) < D ( A2 , ac v rec )

If ( vrec = v )
Send non-verbal feedback: success.
sv := sv + 1
Else
Send non-verbal feedback: failure.
Do other updates of V.

Receive non-verbal feedback.
Update V according to feedback signal.
Do other updates of V.

in section 5, however.
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table 2: Actions performed by the agents.
Shift closer ( v, A )
{
vbest := v
For (all six neighbors vneigh of v) do:
If (D(acvneigh, A) < D(acvrec, A) )
vbest := vneigh
v := vbest
}

Find phoneme ( vnew, A )
{
arv = ( 0.5, 0.5, 0.5 )
acv = S( arv )
sv = 0
uv = 0
Do
vnew := v
Shift closer( vnew, A )
Until( v = vnew )
}

Update according to feedback signal
{
uvrec := uvrec + 1
If (feedback signal = success)
Shift closer( vrec, A1 )
svrec := svrec + 1
Else
If( uvrec/svrec > threshold )
Find phoneme( vnew, A1 )
V := V ∪ vnew
Else
Shift closer( vrec, A1 )
}

Depending on the outcome of the imitation game, the imitator can alter its vowel inventory. The way
this is done is described in table 2, together with a number of other routines that are used. First of all,
the use and success counts u and s of the vowels that were used are updated. The use count u is increased every time a vowel is used. The success count s is only increased if the imitation game in
which the vowel was used, was successful.
If the imitation game was successful, the vowel that was used for imitation is shifted a little closer to
sound more like the signal that was heard. This is done by finding the neighbour of this vowel whose
sound is closer to the signal that was heard. The neighbours of a vowel are the six vowels that differ by
a certain small value, which was fixed to 0.03 in all experiments described in this paper, in only one of
the three articulatory parameters. The reason of this shift is as follows: if the imitation game was successful, the vowel that was used is the same as the vowel that was used by the other agent. Shifting it to
sound more like the signal that was just heard increases cohesion in the population.
If the imitation game was a failure, however and if the vowel that was used had been successful in previous imitation games (its use to success ratio is higher than a certain threshold, set to be 0.8 in all
games presented in this paper) than the reason that the imitation game went wrong is probably not that
the vowel is at the wrong place. It is more likely that the other agent had two vowels where this agent
had only one. The confusion between the two vowels caused the imitation game to fail. It is therefore a
good idea to add a new vowel which sounds like the signal that was heard. This is done using the find
phoneme procedure, shown in table 2. Note that this is actually a variant of hill-climbing.
However, if the imitation game was a failure and the vowel that was used has a low use-to-success ratio, the vowel was probably not a good imitation of any other sound, so we can shift it without problems towards the signal that was heard in the hope that it will become a better imitation.
The phoneme is not thrown away. This is done in the other updates routine, described in table 3. This
routine does three things: it throws away bad vowels which have been tried at least a minimum number
of timesof times (five times in all experiments presented). Vowels are considered bad if their use-tosuccess ratio is less than a threshold (0.7 in all experiments presented). Also vowels that are too close
table 3: Other updates of the agents’ vowel systems.
Merge( v1, v2, V )
{
If ( sv1/uv1 < sv2/uv2 )
sv2 := sv2+ sv1
uv2 := uv2 + uv1
V := V – v1
Else
sv1 := sv1 + sv2
uv1 := uv1 + uv2
V := V – v2
}

Do other updates of V
{
For (∀ v ∈ V) // Remove bad vowels
If (sv/uv < throwaway threshold ∧ uv > min. uses)
V := V – v
For (∀ v1 ∈ V ) // Merging of vowels
For (∀v2: (v2 ∈ V ∧ v2 ≠ v1 ) )
If ( D(acv1, acv2) < acoustic merge threshold )
Merge( v1, v2, V )
If ( Euclidean distance between arv1 and arv2 <
articulatory merge threshold )
Merge( v1, v2, V )
Add new vowel to V with small probability.
}
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in articulatory and acoustic space can be merged. This is done in order to prevent a cluster of bad phonemes to emerge at a position where only one good vowel would be required. This has been observed
in experiments without merging. The articulatory threshold for merging is the distance to a neighbour,
as described above (0.03). The acoustic threshold for merging is determined by the noise level. If two
vowels are so close that they can be confused by the noise that is added to the formant frequencies, they
are merged. The last change agents can make to their vowel inventories is adding a random new vowel.
This is done with a low probability (0.01 in all experiments presented). The values for the articulatory
parameters of the new vowel are chosen randomly from a uniform distribution between 0 and 1.
The imitation game contains all the elements that are necessary for cultural evolution towards more
complex vowel systems. There are different mechanisms causing variation: the noise, the imperfect
imitations and the random insertions of vowels. Other mechanisms take care of selection: vowels are
only retained if they exist in other agents as well, otherwise no successful imitations are possible. The
merging ensures that phonemes will stay apart, so that sufficiently spaced vowel systems will emerge.
Note that all the actions of the agents can be performed using local information only. The agents do not
need to look at each other’s vowel systems directly.

3. The results of the artificial imitation game

F1

The most important result of the experiments with the artificial imitation game is that realistic vowel
systems do emerge in the population of imitating agents. One of these realistic vowel systems is shown
in figure 3. In this figure we see the vowel systems of the twenty agents in the population. Almost
every agent has a vowel in the six main clusters that can be observed. As not all agents have exactly the
same vowel prototypes, the clusters are smeared out somewhat. However, the distance between the
individual clusters is much larger than the size of the clusters themselves. We can therefore say that the
clusters represent the vowels that are used in the population. Note also that the acoustic space that can
be reached by the articulatory model (or by humans) is not
10% noise / 4000 games
the complete square. From figure 2 one can get an idea of the
F2’
16
14
12
10
8
reachable acoustic space. This vowel system emerged after
0
4000 imitation games. The noise level was 10% and the rest
1
of the parameters are as stated in the previous section. The
[i]
2
agents’ vowels are plotted in the way linguists usually plot
[u]
measurements of vowel systems. The first formant is plotted
3
[]
on the vertical axis, the (effective) second formant is plotted
4
on the horizontal axis. The scales of both axes are inverted,
5
so that the positions of the vowels in the diagram correlate
6
approximately with their articulatory positions in the usual
[]
[E]
7
representation of phoneticians: with the front of the mouth to
the left. The pronunciation of the different vowels is indi8
[A]
cated in IPA-transcription. These realistic vowel systems
form very quickly. Usually the system arrives at a realistic
vowel system within 4.000 imitation games for a population
of twenty agents. The emergence of a vowel system can
figure 3 :Artificial vowel system.
roughly be divided in four phases which are illustrated in
figure 4. The first phase is when there are still agents that do
not have vowels in their vowel inventories, yet. A number of different vowels are created at random,
and other agents imitate these vowels by searching for close matches. Other, to human ears very imperfect imitations take place when two agents that have different randomly created vowels take part in an
imitation game. As they only have one vowel in their respective inventories, the imitation games will
always be successful, although the sounds they produce will sound wildly different. The first phase
usually lasts for a number of imitation games that is about equal to two times the population size. The
shape of the vowel systems is illustrated in the first frame of figure 4. It can be observed that the vowels are still spread chaotically. The second phase is when the agents’ vowels start clustering together.
This happens inevitably, as for every successful imitation game, a vowel will be moved towards another vowel. This phase lasts perhaps a little longer than the first phase, but depending on the rate with
which new vowels are randomly created, more vowels will be added to the agents’ inventories. These
vowels will start to cluster around the same phonetic value for all agents. The appearance of multiple
vowels signals the beginning of the third phase (frame two and three). This phase lasts until the available acoustic space is filled with vowels. This happens after approximately 3000–4000 imitation games
for a population of twenty agents. The vowel systems that can now be observed in the agents are quite
natural (frame four of figure 4). This is the fourth phase, in which the system remains. This does not
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figure 5 :Vowel systems for different noise levels.
figure 4 :The emergence of vowel systems.
mean that the vowel systems that emerge are completely stable. Due to the inherent randomness of the
system, new vowels can still appear, old vowels can merge, and the centres of vowel clusters can shift.
The vowel systems that emerge are never exactly the same, but the positions of the centres of the vowel
clusters are quite predictable. Also, the number of clusters for a given parameter setting is predictable.
However, this number is dependent on the amount of noise added to the vowel articulations. This is
illustrated in figure 6. Note that for the case of 20% noise many more imitation games were played than
for the other noise levels. This was done because the system would stay stuck in a local optimum with
two vowels for some time, before settling down in the stable case of 3 vowels. It can be observed that
for higher levels of noise, there will be less vowels and the vowels within a cluster for different agents
will be further apart. This was to be expected. What is very interesting from a linguistic point of view is
that the systems that appear are all typical vowel systems that one would not be surprised to find in a
human language. Of course, we do not mean to say that the number of vowels in a human language is
determined by a noise level. However, it is interesting to observe that the most frequent vowel systems
of human languages are also the final states of this system. This might indicate that similar processes of
self-organisation under functional constraints operate in natural languages.

4. The processing of real speech
A number of assumptions have been made in the research described above. These are explicit assumptions, such as that the acoustic signal of the vowels can be represented by their formant frequencies
with some random shifts and that the human auditory system works in the way that has been described
above. Also there are much more implicit assumptions such as that the structure of vowel systems can
be studied independently of the phonetic context in which the vowels appear. Another rather implicit
assumption is that the acquisition of a vowel system can be studied as a stochastic process, i.e. that
picking agents and vowels at random is an accurate description of the real learning process. These implicit assumptions will be discussed in the next section. We will first concentrate on the explicit assumptions about the nature of the signals. In order to test the assumptions, it was decided to build a
system that works with real signals. The agents’ synthesisers were augmented with the ability to produce real sounds and the agents’ perception system was augmented with the ability to process real signals. The signals could also come from a human speaker while being recorded through a microphone.
In this way both human and artificial agents could take part in the imitation games. Another reason to
use real signals is that if one wants to progress towards modelling the phonetic contexts, one will have
to work with real signals. Implementing a system that can work with real vowels can be considered as a
first step towards a more realistic system. See also the discussion on consonants in section 5.
It was decided to work with a signal that was sampled at 11,025 Hertz (¼ of CD-frequency) with 16 bit
accuracy. This would be sufficient to capture the important formant frequencies of vowels, as these are
all to be found at frequencies lower than 4,500 Hertz. Although higher frequencies do play a role in
speech (especially in fricatives) it was decided not to work with higher frequencies in order to decrease
the computational load.
The first task was to find the core of the vowel. This task is not trivial, as a speech signal that is recorded with a microphone is distorted by factors such as environment noise, line noise and the nonlinear response of the microphone. However, humans do have a tendency to stress the core of syllables
more than the rest. It was therefore assumed that the core of the vowel would be the part of the signal
with the highest average energy. The running average of the energy was calculated for the whole dura-
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figure 6 : Finding the core of a vowel.
(Press et al. 1995, Rabiner & Schafer,
1978). As it is not the intention to make
this an article on signal processing, we will not describe the details of this technique here. Suffice it to
say that this technique does not differ very much from the other analysis techniques, such as Fourier
analysis, but that for the particular system that is described here, the LPC analysis worked best. The
output of the LPC-analysis is an array of 100 points that represent the energy of the signal at different
frequencies. This is called the LPC-spectrum of the signal and an example can be seen in the left part of
figure 7.
The LPC-spectrum has a number of peaks. These correspond with the formant frequencies that were
mentioned in the previous section. However, it appeared to be much harder to extract the formant frequencies from the LPC-spectrum than is usually assumed in texts on the analysis of vowels. Sometimes
formants are so weak that they are “drowned” by neighbouring formants. It was therefore decided to
work with the LPC-spectrum as a whole. Unfortunately, the LPC-spectrum is not really suited for calculating the acoustic distance between two vowels directly. The human ear weights low frequencies
more than high frequencies, so the LPC-spectrum should be weighted as well. Also, in order to compensate for differences in volume, the LPC-spectrum has to be translated so that it always starts at zero.
The translation and weighting are illustrated in figure 7. The formula to weight the LPC-spectrum is:

Ei − E0
i +1

7) Wi =

where Ei is the logarithm of the energy at point i (where i is between 0 and 99) E0 is the log of the energy at point 0 and Wi is the weighted energy at point i. The distance d between two vowel sounds can
now be calculated by calculating the area of the difference between the LPC-spectra of the two signals
a and b:
8) D (a, b) = ∑i =0 Wi ,a − Wi ,b
99

This distance measure agrees quite well with the distance measure based on formant frequencies.
The agents also have to be able to produce sounds. This is done using the same articulatory synthesiser
as in the artificial agent experiment. Now, however, the sounds are made audible by using the formant
data as specifications of a filter that represents the vocal tract. This filter is excited with a signal that is
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an approximation of the signal that comes
Real vowels / Artificial agents
from the vocal chords. The pitch of the vibrations of the artificial vocal chords is lowered slightly during production of the vowel
in order to produce a more intelligible intonation contour. This produces a rather nicely
synthesised vowel that can readily be identified by human subjects. If one uses this system in the same imitation game as was used
in the previous section, one gets very similar
results, as can be seen from figure 8. The
only difference seems to be that some clusters are a bit more diffuse. This configuration
was obtained after 5000 imitation games. No figure 8: Results of real vowel experiments.
noise was added to the speech signal.
A number of interesting modifications had to
be made to the imitation game in order to make it possible for a human to play along. This was necessary because the linguistic relation between two random, learning agents is rather different from the
linguistic relation between a human and an agent. Two random, learning agents can be assumed to have
approximately the same level of linguistic knowledge. Also their probability of being picked for a language game is approximately equal, as well as the probability of them ending up in the role of initiator
or imitator. Additionally, they pick the vowels they use in a random way. In contrast, a human speaker
will have perfect linguistic knowledge, and an already large repertoire of available vowels. The human
will also actively choose the role of initiator if a linguistically incompetent interlocutor is encountered
and will then not randomly choose the vowels that are used. In fact, the human speaker will rather start
with examples of all available vowels, and will repeat these vowels if necessary. Note, however that
this is only what happens if a human plays imitation games with the computer. We do not claim that
children are taught language in this way.
The original imitation game did not work in this situation. The
Recorded Human System
first sound the agent heard was added to the empty vowel list.
F2 (Bark)
The next sound that had to be imitated was analysed in terms
16
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8
of this vowel. Usually the human speaker gave an example of
0
a new vowel in the second game, so this analysis was not
1
right. This meant that the use/success ratio of the vowel de2
[i]
creased. Because this ratio was now lower than the threshold
[u] 3
below which a vowel was considered good, no new vowels
4
[e]
were added. According to the rules of the language game, the
5
[ F] 6
original vowel was just shifted. This happened for every consecutive game in which the agent had to play imitator. Playing
7
[è]
initiator would help to increase the use/success ratio, but only
8
slowly and also humans tend not to give the initiator role to
the incompetent agent early on in the game.
In fact, it was found that the rules of the imitation game, although suited for the situation where two artificial agents figure 9 : Recorded vowel system.
played with each other, were not good at all for the situation
in which a human played with an artificial agent. It was decided to change the rules of the game
slightly, keeping in mind that the human participant had perfect knowledge, whereas the artificial agent
still had to learn everything. Also, it was assumed that the human player only gave honest evaluations
of the agent’s performance.
First of all, it was decided that the agent would add a vowel every time an imitation game in which it
was imitator was unsuccessful. This probably would cause some superfluous vowels to be added, but
these could later be removed by other processes. Secondly, it was decided that if the agent was initiator,
it could also update its inventory of vowels (this was not possible in the original game). If an imitation
game was unsuccessful and if the agent’s role was initiator, it would remove the vowel that had caused
the trouble. This system amounts to increasing the number of vowels in the role of imitator and decreasing the number of vowels in the role of initiator. In the case of successful imitation games, only
the positions of the vowels were slightly shifted in the direction of the sound that was heard. As the
imitation game is much more predictable in this version, as we can expect the human agent to act less
randomly than the artificial agents, it is not necessary to keep track of such things as use and success,
nor to merge vowels if they come too close together. A vowel system consisting of [i], [e], [a], [o] and
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[u] was recorded and is shown in figure 10. Note that the agent had trouble learning the [o] and recorded it as a [F] (although the imitation was reasonable to the ear of the author). This probably has to
do with the inaccuracies of the signal analysis functions. Learning this system took approximately 25
imitation games.

5. Extensions to the system
The system as it is now, being able to learn only vowels supports the theory that the shape of vowel
systems is caused by self-organisation, but it is not very satisfactory from a linguistic point of view. In
the evolution of the sound systems of real languages phonetic context plays an important role. Also,
humans do not talk with vowels alone, although in theory this would be possible. Furthermore there are
regularities in consonant systems as well. Some consonants appear more often than others (Lindblom &
Maddieson, 1988) and symmetries like those found in vowel systems can also be found in consonant
systems. For example, if one finds voiced speech sounds, such as /b/, /d/ and /g/ in a language, it is very
likely that one also finds their voiceless counterparts /p/, /t/ and /k/. If the ideas about the role of selforganisation in systems of speech sounds are true, they should also be applicable to consonants.
It is therefore necessary make the extension to consonants in order to fully understand the role of selforganisation in explaining the shape of the sound systems of human languages. Unfortunately, consonants are rather hard to model, because of their enormous variety and because of their dynamic nature.
Vowels can accurately be modelled by assuming a static articulation. In order to model consonants, it is
necessary to model dynamically changing articulation. In addition, it is impossible to generate consonants without generating a vowel that precedes or that follows the consonant. In fact, it turns out to be
necessary to model syllables rather than consonants.
Another reason to concentrate on syllables rather than on consonants and vowels is that also in the
shape of syllables regularities can be found. Cross-linguistically some syllable shapes are more frequent than others. Consonants followed by vowels appear more often than vowels followed by consonants, for example. Many other such regularities can be observed (Vennemann, 1988). Also, consonants usually behave differently depending on the position of the syllable in which they occur. Concentrating on one type of syllable (as has been done by Lindblom et al. (1984) for example, who concentrated on consonant-vowel syllables) would therefore seem to miss some important points.
The syllables would have to be implemented using a dynamic articulatory model. An articulator that is
based on Mermelstein’s model (Mermelstein, 1973) has already been built. The perception of the syllables will be based on the perception of vowels as it was used in this paper, and on perception of dynamically changing acoustic signals, based on research of human perception of speech sounds (for example Cooper et al. 1976, Liberman et al. 1976). The learning of syllables will also be based on prototypes, just as the vowel system. However, these syllable prototypes will have to be extendable in a different way than the vowel prototypes. Slightly shifting the articulatory parameters was sufficient for
vowels, but syllables are too articulatory complex to be learned and improved by simple hill-climbing.
It would therefore seem necessary to first estimate a simple articulatory movement that represents a
syllable and then refine this movement in a hierarchical way by adding more articulatory commands.
The resulting object that is learned will not so much be a prototype, but rather a syllable schema, in the
way that they are also used in Steels’ work (Steels, 1997b).
Another way in which the system can be extended is to dispose with the non-verbal feedback, which is
used as reinforcement by the agents. From the point of view of linguistic plausibility it would be more
desirable that the agents calculate their own feedback, or that they would use a totally unsupervised
learning algorithm that is able to cluster the sounds that it perceives autonomously and to calculate
prototypes that can be used for producing sounds from these clusters. It remains an open question,
however, if in such an unsupervised system sufficient coherence between the agents’ sound systems
can emerge.
A system was already built that works without non-verbal feedback. In this system the agents decided
for themselves if their imitations were good enough. This was done by checking whether the sound
they made as imitation was sufficiently close to the sound they heard from the initiator of the imitation
game. Unfortunately, the maximum allowable distance between vowels has to be a predefined parameter, which in turn fixes the number of vowels that will emerge beforehand. This is not desirable.
Therefore the maximum allowable distance should be made adaptive. The agents should be able to
make an estimate of this distance based on the sounds they observe from the other agents. From these
observations it should be possible to determine the extent of the vowel clusters and the spacing between the clusters. The maximum allowable should be set to more than the cluster extent, but less than
the spacing between the clusters. However, this has not been implemented.
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6. Related work
Although a lot of research into the recognition and production of speech sounds uses learning techniques, it should not be compared with the work that has been presented here. Systems that produce
spoken language (e.g. Daelemans et al. 1994, Sejnowski and Rosenberg 1987) are often trained with
examples. Systems that recognise spoken language (e.g. Lee 1989) are often equipped with systems
that adapt to human users. However, in the case of production systems it is already clear beforehand
which sounds have to be produced and what the input will be. It is a kind of supervised learning where
a mapping is learnt between a given set of input signals and a given set of output signals. In our system
the sets are not predefined; the agents themselves have to find out the sets of speech sounds.
The case of the speech recognition systems is similar. Here it is already known which sounds are to be
expected and usually also the possible sequences of sounds are already known. The learning consists of
tuning the parameters that are used for classifying a given signal in terms of predefined classes of
sounds (usually phonemes). Our system does not only have to learn to which class of sounds a given
signal belongs, but also which classes there are.
The work presented here fits in the tradition of investigating the universals of phonological systems
using computational models. This was started by Liljencrants and Lindblom in 1972 (Liljencrants &
Lindblom, 1972). They showed that it was possible to predict for systems with a given number of vowels the positions of the vowels in the vowel systems that appear most frequently in the languages of the
world. They started with a given number of vowels (from 3-9) at random positions in the centre of the
articulatory space. Then the vowels would repel each other, constrained by the boundaries of the articulatory space. Eventually an equilibrium would be reached in which the vowels would have positions that agreed with the most frequently found positions in human languages. This work has been
continued more recently by others (Vallée 1994, Boë et al. 1995, Schwarz et al. 1997b) with hugely
improved articulatory and perceptual models. Lindblom and others have also extended their ideas on
maximal acoustic contrast for minimal articulatory effort to simple syllables, consisting of a vowel and
a consonant (Lindblom et al. 1984).
Their work, like the work presented in this paper, focuses mainly on perceptual and articulatory distinctiveness. Other researchers have used other criteria for explaining the shape of vowel systems.
Stevens (Stevens, 1972, Stevens 1989) focuses on stability. He claims that the preferred positions for
vowels are the most stable ones. Stability is defined in terms of the amount of change in the acoustic
signal when the articulators change position. Sounds are more stable if their acoustic signal changes
less when the articulators are moved. Carré (1995) has concentrated on articulatory simplicity. He
claims that the favoured organisations of vowel systems (and consonant systems) can be explained by
so-called distinctive regions and minimal actions that modify the vocal tract. The distinctive regions
divide up the vocal tract in a hierarchical way, the largest regions being the simplest divisions. There
are also simple modifications of the vocal tract that consist of moving regions up or down in a linear
way. Carré explains the most frequently found vowel systems as the result of the simplest divisions and
the simplest actions.
None of these models use learning, however. They all either find an optimal solution to a predefined
problem or they are used to calculate a number of acoustical properties, after which the researcher
draws the conclusions about the resulting vowel systems by hand.
Research that did use learning was performed by Hervé Glotin and others (Glotin 1995, Berrah et al.
1996, Glotin & Laboissière 1996). In their system a small population (five) of “robots” (which were
actually just software agents) tried to optimise a system with a fixed number of speech sounds by exchanging vowel sounds between two agents and shifting the position of the vowels of one agent depending on the vowel sound of the other agent. A “fitness” of each agent is maintained, which gets less
if it shifts more with their vowels. The difference between Glotin et al.’s system and the system described here is that in their system the number of vowels is fixed, whereas in the system described her it
is undetermined. They also use a kind of genetic algorithm in which the agents with the highest fitness
are allowed to produce offspring that replaces the agents with the lowest fitness. The new agents inherit
the position of the vowels of their parents. The role of this genetic process is not quite clear from their
descriptions.
The work described here fits also in with other work on the origins of language by Steels and others
(Steels, 1995, Steels 1997a, Steels 1997b, Steels & Vogt 1997). In their work the origins of language
(sounds, lexicon, semantics, syntax) are explained in terms of self-organisation, cultural evolution and
individual learning. A critical aspect of this research is that it has to be implementable in terms of computer programs or even on robots (Steels & Vogt, 1997). Another aspect is that all parts of language
have to be investigated with the same basic mechanisms. The research described here has been done in
the spirit of this research programme.

13

7. Conclusions
The main conclusion that can be drawn from the work described in the previous sections is that it is
possible to generate the regularities that can be observed in the vowel systems of human languages in a
population of agents that all use a simple learning mechanism. The coherence and regularities can be
seen as the result of self-organisation that is driven by a pressure to add more vowels and a pressure to
imitate each other as well as possible under articulatory and perceptual constraints. This selforganisation takes place quite independent from parameters such as noise level and number of speakers. Also the exact mechanism for implementing the vowel signals does not seem to matter very much,
as the system which worked only with formants and the system that worked with real signals showed
rather similar results.
The fact that the coherence was the result of self-organisation seems to indicate that the actual mechanism that was used for learning the vowels is not so important. However, a number of elements appear
to be necessary for the system to operate. First of all vowels have to be represented as prototypes. This
makes it possible for the agents to analyse new sounds in terms of things they already know. If all
agents have the same number of prototypes at approximately the same places, imitation will be successful. As observed sounds are reduced to a small number of prototypes, the exact location of the prototypes does not influence the successfulness of the imitations very much. Another element that seems to
be crucial is control of the number of prototypes in the agents. In order for imitation to become successful, the agents need to throw away or merge vowels if they turn out to be bad. This has to do with
the optimistic way in which vowel prototypes are estimated. If the estimates turn out to be wrong, they
have to be discarded quickly in order to prevent the agents’ vowel inventories from cluttering up and
thus effectively blocking good imitations. Note that this only works if the number of prototypes is kept
rather small. Fortunately, this is exactly what one observes in real language, where the maximum number of vowels attested is around 14.
A number of improvements and enhancements can be made to the system. The ability to produce and
perceive consonants, or rather, syllables should be added to the agents. In this way other characteristics
of the systems of human speech sounds can be investigated, such as regularities in consonant- and syllable systems. Also an effort should be made to make the learning of the agents less dependent on the
non-verbal feedback. In addition, the possibilities of working with human agents could be increased. At
the moment only vowels can be imitated from humans. It would be interesting to extend this to consonants as well, so that the system can learn which consonants are being used to distinguish meaning in
human languages.
What makes this system unique is that the agents are able to learn real linguistic knowledge. They do
not just learn how a set of given symbols has to be pronounced or how to recognise a given set of
sounds. They learn which sounds are considered distinctive by the other agents, and learn simultaneously how to recognise and how to produce these, using only minimal feedback. This way they do not
learn about the language, they actually learn part of the language itself.
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